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Abstract—We present a technique to highlight people on
images in different styles. Our instance style transfer model
(IST) combines an instance segmentation model and a stylization
model. Image parts that contain people are found by a segmentation network and then stylized by a style transfer network. The
modified image parts are combined with the original image. The
resulting image contains people highlighted in different ways,
while the background remains unchanged.
Index Terms—stylization, segmentation, CNN

I. I NTRODUCTION AND R ELATED W ORK
In image processing tasks, such as video editing and augmented reality design, it is a common goal to change the style
of an image. This so called style transfer is often restricted
to certain parts of the image such as cars or people. Simple
pixel-based filters perform weak on both image stylization and
image segmentation. Recent, more promissing approaches for
Style Transfer and Object Instance Segmentation on images
rely on deep neural networks.
Style Transfer: Early approaches to the style transfer problem have been published under the term texture synthesis [1],
[2]. However, these methods rely on low-level statistics which
often seems to fail to capture semantic structures. After CNNbased architectures became popular, a lot more research was
done in the field of style transfer. Arguably the first style
transfer model using a modern convolution network was
published by Gatys et al. in 2015 [3]. Johnson et al. was
able to lower computational costs by a factor of three while
preserving an image quality similar to Gatys [4]. H. Huang et
al. proposed an approach especially for video streams using
an additional temporal loss function [7]. However all these
architectures lack the ability to learn different styles. A trained
model was limited to a single style.
Chen et al. proposed a way to set different styles during
inference by using a style swap layer [5]. Tanno et al used
a similar approach, a so called fusion layer, proposed by
Iizuka et al., for their development of a real time style transfer
application for apple devices [6], [9]. In 2017 X. Huang et al.
published a comparatively simple architecture, called AdaIN
network, that allows fast training due to a more simple error
function, as well as using unknown styles during inference [8].

By applying a special Adaptive Instance Normalization, styleand content features are combined to generate a new stylized
image.
Instance Segmentation: Some earlier approaches are
based on segment proposal generation. Deep Mask [11]
and the following works [12], [13] first predict proposals
and then classify them. Another approach is predicting
segment proposals from the bounding box followed by
classification. In [14] a complex multiple-stage cascade was
introduced that follows this approach. Li et al. [15] proposed
a ”fully convolutional instance segmentation” (FCIS) that
uses the segmentation proposal system in [13] and the
object detection system in [16]. Other approaches [17]–[20]
follow the segmentation-first strategy. They use semantic
segmentation to split pixels of the same category into
different instances. The recent approach Mask R-CNN [21] is
faster, more accurate than [11]–[13] and more flexible than
[14]. Furthermore it avoids systematic errors on overlapping
instances like in [15] and follows the instance-first strategy.
We propose a system to solve the instance stylization task
combining Mask R-CNN and AdaIN in an efficient way. Our
IST architecture can be used as an advanced 2D highlighting
technique for a stream of images not requiring depth information. In the following two sections we introduce the style
transfer model and the instance segmentation model used.
For both models we describe how they were trained and
show some benchmarks. Section IV explains our approach to
efficiently combine both models. In section V we evaluate our
architecture. Finally we present some ideas to further improve
our approach regarding efficiency.
II. S TYLE T RANSFER
A. Architecture
We use the architecture described in [8] for stylization.
It mainly consists of an image encoder and decoder with
a special adaptive instance normalization layer (AdaIN) in
between (see Fig. 1). The model handles a content and a style
input (batch). Since there are only convolutional layers, the
size of the input image does not matter. Even style- and content
input sizes can differ. An additional loss-network is required

Fig. 1. During inference an image transformation network is used, consisting
of a pre-trained VGG19 [10] encoder, an adaptive instance normalization layer
(AdaIN) and a decoder. For training another loss-network is needed and only
decoder weights are adjusted.

to train the model. The overall loss function is the sum of a
style loss and a content loss [8], i.e.

Fig. 2. Output images are very different when different styles are used for
the same input image. Style features are adopted quite well.

L = λ · Lstyle + Lcontent .
Based on a style weight λ the network prioritizes to maintain
style or content features during training.
B. Training and Results
The model is trained unsupervised using the same dataset as
in [8]. Since the paper did not specify learning rate and weight
decay of the adam optimizer, the values were determined
experimentally. The best results were achieved using a learning
rate of 1 · 10−3 and a weight decay of 5 · 10−5 . Fig. 2 shows
a comparison of two networks trained with the style weights
λ = 1 and λ = 10. For our combined IST model we set λ = 1,
since we wanted to preserve small scale content structures. An
NVIDIA GeForce GTX 1080 GPU with 8 GB RAM was used
and allowed the usage of up to 8 images of size 256 × 256
in parallel. Thus, a batch size 4 was chosen, meaning 4 styleand 4 content images.
III. I NSTANCE S EGMENTATION
A. Architecture
Mask R-CNN [21] provides state of the art results on
the MS COCO instance segmentation task [22]. It is a part
of the Detectron [23] platform from Facebook AI Research
(FAIR). Detectron offers the possibility to build different
model architectures. We focus on a Mask R-CNN architecture
combining a Feature Pyramid Network (FPN) [24] with a
Residual Network [25].
Mask R-CNN is an extension of Faster R-CNN [27] and
consists of two stages. The first stage is a Region Proposal
Network (RPN). The Region Proposal Network takes an image
as input and yields rectangular object proposals. Therefore
a Feature Pyramid Network is used to extract high-level
semantics (see Fig. 3). The layers of the pyramid are composed
of layers from the Residual Network ResNet50 [25] with pretrained weights. Based on the extracted features the region

Fig. 3. Mask R-CNN consists of the FPN using ResNet50 layers, the RPN
and a Mask Head to generate the output.

proposals are generated for each pyramid layer. In addition,
for each layer classification and bounding box scores are calculated. These three components (region proposels, classification
scores and bounding box scores) result in the Regions of
Interest (RoI). In the second stage small feature maps are
extracted from the segmented RoIs using RoIAlign [21]. Mask
R-CNN has three different outputs (one for classification, one
for bounding box regression and one that delivers a binary
mask for each RoI). To train the network a multi-task loss is
defined on each RoI. It is the sum of the classification loss,
the bounding box loss and the mask loss based on the output
branches, i.e.
L = Lclass + Lbbox + Lmask ,
where Lclass is the log loss for the true class, Lbbox is the
smooth robust bounding box overlap loss as defined in [26]
and Lmask is the average binary cross entropy loss (see [21]).
B. Training and Results
A pre-trained Mask R-CNN model from the Model Zoo [23]
is trained on the COCO dataset with 80 object categories.

TABLE I
AVERAGE PRECISION (AP) OF THE PRE - TRAINED M ODEL (COCO)
COMPARED TO OUR TRAINING RESULTS (COCO P ERSON ) ON THE
FILTERED DATASET

Dataset

BBox AP

COCO

37.7%

Mask AP
33.9%

COCO Person

55.3%

45.3%

We only want to segment the object category ”person”. Each
detected mask corresponds to one person and is used further
on to apply style transfer. Thus, the dataset is filtered by
this category and a new model is trained. The architecture
of the model is configured as the R-50-FPN (Type Mask)
Model from the Model Zoo. It was chosen because it has the
best inference time. We use a PyTorch implementation1 that
follows the implementation of Detectron, to train the model.
For the training we used the settings of the pre-trained model.
We achieved a better mask average precision on the filtered
validation dataset and the predicted masks are slightly more
accurate on people. Table I shows the results of our training
in comparison to the results of the pre-trained model.
IV. C OMBINING THE M ODELS
In order to stylize people only, we need to combine both
models. Therefore we find the location of people using instance segmentation and than stylize only these parts of the
image. Each frame is first given to Mask R-CNN to predict
masks and bounding boxes. To keep the style of a subject
consistent over multiple frames, we tracked the instance identity using the center of the bounding boxes predicted by Mask
R-CNN. Each style is then chosen based on the closest center
point of the following image.
Every person should have its own style, so the AdaIN
network needs to generate one individual image for each mask.
Since stylization of a full sized image is quite inefficient,
we crop people using the bounding boxes, store masks and
locations, and combine them to a batch. Batch width and
height depend on the biggest bounding box of all detected
people. Smaller image sections are zero-padded. The AdaIN
network takes this content batch as well as the according style
batch and generates images of stylized people.
To save processing time, the encoded style batch can be
buffered if the number of detected people remains the same.
Otherwise, style images need to be encoded to fit the content
again. As another runtime improvement, we chose to limit the
numbers of masks that can be detected in a single image to 4.
After style transfer, the stylized image parts are layered on top
of the main image using the stored position and mask data. The
combined image shows differently highlighted people while
the background remains unchanged. See Fig. 4 for an overview
of all steps.
1 https://github.com/roytseng-tw/Detectron.pytorch

Fig. 4. Workflow of the proposed IST model
TABLE II
AVERAGE INFERENCE TIMES FOR 640 X 480 CONTENT IMAGES WITH 256
X 256 STYLE IMAGES SPLIT INTO SEGMENTATION AND STYLIZATION AS
WELL AS THE COMBINED IST MODEL ON A NVIDIA Q UADRO P2000 GPU
Inference speed (ms)

1 person

2 people

3 people

4 people

Mask R-CNN

241

243

244

244

AdaIN

66

121

158

169

IST model

320

397

453

467

V. E VALUATION
Fig. 5 shows that the IST architecture generates pleasing
results. The segmentation is accurate even though people have
a variety of positions and body poses. The style of a person
remains the same even if he or she moves, An example can
be seen in Fig. 6.
Table II shows average run time results. Although the
stylization time grows with the number of people detected
and their area in the image, our system is capable of stylizing
up to 4 people at 2-3 frames per second using a mid-range
GPU.
VI. C ONCLUSION AND F UTURE W ORK
In this paper we proposed an Instance Style Transfer model.
We have shown that the IST model can be used as an advanced
highlighting technique. Future work may include lowering
inference time to allow the use in real time applications.
This could be achieved by weight reduction of our model or
developing more efficient style- and segmentation networks.
Using the bounding box center to track motion is a quite
simple approach. More advanced techniques, such as [28],
could avoid mix ups due to people standing one behind the
other. One could also use a second camera and extract depth
information to improve identity mapping if parts of a person
are hidden.

Fig. 5. Output of the IST model using various images from the COCO test dataset as content input and images from WikiArts as style input

Fig. 6. A persons movement is tracked over multiple frames to preserve its style.
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