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INTRODUCTION

Deep Convolutional Neural Networks (DCNNs) have recently led to
remarkable break-throughs in image recognition. As demonstrated
in the ImageNet Challenge (ILSVRC) [20], they recognize thousand
object categories with near-human accuracy. One common use of
DCNNs is transfer learning, where networks pre-trained on largescale training data are applied to novel target problems. In this
context, the DCNN – potentially refinded on data from the target
domain – serves as an elaborate feature extractor for estimating the
high-level semantics of an image. Such transfer learning offers the
benefits of little training effort compared to learning from scratch,
and often works even in case of limited training data in the target
domain.
In this work, we explore transfer learning for cross-modal imagegraphics retrieval: Given a set of 3D models and a photo of a realworld object depicting one of the models, our goal is to (1) retrieve
the matching 3D model, (2) estimate the camera perspective from
which the photo was taken, and (3) align a set of given 3D models
from the same category so that camera perspective can be interpreted coherently. For all these subtasks, we apply view-based transfer learning by feeding signals from a pre-trained DCNN (we used
the well-known Inception model [24]) to simple shallow classifiers
(see Figure 1). Our experiments address the following questions:
• How well does an off-the-shelf DCNN generalize from
low-quality rendered views to camera pictures?
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Figure 1: Image-graphics search includes recognition, the estimation of camera perspective, and the alignment of 3D
models. We tackle all three subtasks by rendering training
views and exploiting signals from the pre-trained DCNN
Inception-v3 [24].

• The DCNN we use has been trained for the recognition
of ImageNet categories. Which signals from the network
are most useful for a precise recognition, alignment and
camera perspective estimation?
We demonstrate in quantitative experiments on datasets of rendered graphics and real-world photos of chairs that Inception-v3
signals do offer impressive generalization capacities across forms
of imagery and shapes, even yielding the capacity to precisely estimate camera perspective for novel objects. This capacity, however,
strongly depends on the layer that neural features are drawn from
and on the distance metric used to compare them.
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Figure 2: Sample training views of two objects with low-quality (left) vs. high-quality rendering (right). Views 1 and 3 use Flickr
skybox background, Views 2 and 4 Floor textures.
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RELATED WORK

Image-Graphics-Matching: The availability of large collections
of images together with associated 3D models enables new and
more reliable approaches for image retrieval. Eitz et al., for example,
presented a system for 3D object retrieval based on a sketch of the
searched object using bag-of-features and a feature transform based
on a bank of Gabor filters [6]. A similar combination of interest
points and visual vocabulary quantization was used in [21] for direct
2D-to-3D matching in large datasets. The problem of localizing and
estimating the fine-pose of objects with given 3D models in an
image was treated by Lim et al. [15]. In [1] a method was proposed
to establish part-based correspondences between 3D CAD models
and real photographs based on local histogram of oriented gradients
(HoG) (see e.g. [5]) descriptors and linear discriminant analysis. This
approach allowed aligning 3D models of chairs with corresponding
2D images in a wide variety of complex scenes.
DCNNs and Graphics: More recent approaches for image retrieval are based on DCNNs instead of analytically deduced feature
detectors and descriptors and often combine the two data modalities (images and 3D models of an object) instead of processing them
separatley. In [11] Hueting et al. presented a new analysis method
using class-labeled image and noisy 3D model collections in an
interweaved manner to consistently align the 3D models and resort the image collections based on pose and shape attributes. The
authors showed that CNN based feature extraction outperforms
classical feature desctiptors based on HOG and a Kernel Codebook
encoding [7]. A similar approach was used in [4] to generate a
proper three-dimensional headdress from a single photograph. Su
et al. showed that 3D shapes can be recognized effectively from
a collection of rendered 2D images using DCNNs [23]. Li et al.
presented an embedding space joining 3D shapes and 2D images
of objects [14]. The distances between embedded entities in this
space reflect similarity between the underlying objects and therefore allow for cross-modality retrieval. Recently, Zamir et al. [28]
presented a generic 3D representation based on DCNNs for objectcentric camera pose estimation with an accuracy comparable to
humans without the need of image rectification.
Peng et al. showed that DCNNs are invariant to various intraclass variations and proposed an optimal synthetic data generation
strategy for training object detectors from CAD models [18]. The
same authors in particular demonstrated that DCNNs learn better when low-level cues are simulated [19]. Aubry and Russell
observed important differences across different DCNNs and their
corresponding layers with respect to different scene factors and

object categories [2]. Massa et al. [17] demonstrated that adapting the features of natural images to better align with those of
CAD rendered views is crucial for DCNN based 2D-3D exemplar
detection. They also showed that the adaptation can be learned by
compositing rendered views of textured object models on natural
images.
Transfer Learning with DCNNs: Pre-trained DCNNs have
successfully been transferred to other application domains [24]
such as object localization [30], image ranking [25] or image retrieval [26]. Here, one commonly used source is the large-scale
ImageNet dataset, which has been shown to yield robust transfer even when subsampling training samples or classes [12] (the
Inception-v3 network we use is also trained on ImageNet).
As DCNNs’ feature maps – as opposed to hand-crafted features
like HoG [5] – lack a straightforward interpretability, there have
been efforts to inspect the properties of signals from different layers:
Zeiler and Fergus visualize neurons by deconvolving their weight
patterns [29]. Yosinski et al. [27] measure the performance drop
when transfering CNN layers between subsets of the ImageNet
dataset. They observed that neurons in higher layers tend to overspezialize, that transfer benefits decrease the more different the
source and target domain, and that refining transferred layers can
overcome co-adaption effects at the cut between transferred and
target-learned neurons. Zhouh et al. [30] demonstrate that DCNNs
trained for scene categorization evolve neurons strongly correlated
with objects in the scene. Long and Wang [16] increase transferability by measuring and minimizing the domain discrepancy of
inner layer’s embeddings. Shafaei et. al. [22] showed that a DCNN
trained on synthetic data performs similar to a network trained on
real-world data for dense image classification.
Similar to this line of work, we also investigate the usefulness of
features drawn from different layers of a DCNN. Our focus, however,
is on the practical realization of cross-modal image-graphics search.
Particularly, our experiments not only cover recognition but also
the estimation of camera perspective or the pose of the depicted
object respectively.

3

APPROACH

We take a view-based approach towards image-graphics search:
3D target models are represented by randomly sampled rendered
views (Section 3.1). These views are passed to a DCNN, yielding
feature maps from the network’s different layers. These features
(which we referred to "neural features" in the following) are pooled
to a pre-defined size and employed by shallow learners, which –

Cross-modal Image-Graphics Retrieval
by Neural Transfer Learning
given a query photo – infer which object/model is filmed from what
perspective (Section 3.2). When indexing 3D models, we also align
them to a coherent orientation, for which we conduct a voting over
matches of neural features from different perspectives.
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3.1

Rendering

We utilize the Blender Python API1 to generate images of 3D models.
All models are scaled to the same size and their center is shifted
to the coordinate system’s origin. The camera always points at
the origin, with a roll angle of zero. Our system allows different
sampling strategies for clutter, camera position, light colors and
graphics levels (see Figure 2 for sample views):
• Graphics level: Sample views are rendered in two types
of graphics settings: (1) High-quality (models are rendered
with raytracing turned on and casted shadows). (2) Lowquality (standard phong illumination with no raytracing
or casted shadows repectively).
• Camera Position: We use three different methods for sampling camera positions: (1) Monte Carlo (polar angle, azimuth angle and distance from the object are drawn from
random distributions). (2) Subdivision (a uniform sampling
of an object-centered sphere, calculated by multiple subdivison steps beginning with a cube2 ). (3) Fixed height (the
model is orbited by the camera at a fixed height).
• Background: We test with three different types of backgrounds: (1) Floor (plane with one of 100 floor textures
beneath the model). (2) Skybox (enclosing a skybox around
the object with one of over 2000 random Flickr images
applied to). (3) Empty (a plain white background).

3.2

Deep CNN and Transfer

Training views (as well as query photos) are fed to a DCNN acting as
an elaborate feature extractor. We use the Inception-v3 network3 by
Szegedy et al. which was demonstrated to achieve state-of-the-art
results on the ILSVRC dataset [24]. The network has been trained
on the ILSVRC challenge training data (1,000 object classes, 1.2 mio.
training images4 ). Its layout is illustrated in Figure 3. The intention
of the model is to carefully balance computational overhead (i.e.,
limiting the number of network parameters and multiply-adds for
feed-forward) while maintaining expressive power (see [24] for a
more detailed discussion). The core is formed by 10 stacked so-called
Inception modules. These are denoted with "mixed1–mixed10" in
the Figure (as in the model itself). We will simply refer to them
as "Layer 1–10" in the following. These Inception modules – each
with similar (or identical) layout – comprise of different combinations of convolution and pooling operations, which were carefully
designed to limit computational load: For example, the number
of feature maps is reduced by 1x1 convolutions before applying
higher-dimensional filters, and convolutions are separated (i.e., using subsequent 7x1 and 1x7 filters instead of one joint 7x7 filter).

1 https://www.blender.org/api
2 http://www.gamedev.sk/triangulation-of-a-sphere
3 https://github.com/tensorflow/models/tree/master/inception
4 http://www.image-net.org/challenges/LSVRC/2012/

3x3

mixed_10
Filter Concat

3x3

mixed_9

3x3

1x1

1x1

pool

mixed_8

Input

mixed_7
7x1

Filter Concat

mixed_6

1x7
7x1

7x1

1x7

1x7

1x1

1x1

1x1

pool

mixed_5
mixed_4

1x1

Input
3x3

mixed_3
Filter Concat

mixed_2

3x3
1x1

pool

mixed_1

3x3

Input

mixed

Filter Concat

3x3
3x3

5x5

1x1

1x1

1x1

pool

preprocessing
(convolutions +
pooling)

1x1

Input

Layer
width × height
feature maps

1-2

3-7

8

9-10

35 × 35
288

17 × 17
768

8×8
1280

8×8
2048

Figure 3: Top: The Inception-v3 architecture contains 10
stacked Inception modules (data flow is bottom-up). Bottom:
The dimensionality of features from the different Inception
modules. Spatial resolution decreases over the layers, while
the number of feature maps increases.

As illustrated in Table 3, the spatial resolution of feature maps decreases with the layers, while the number of feature maps increases
(which is characteristic for DCNNs).
Transfer Our approach extracts the outputs of the 10 Inception modules and employs them off-the-shelf as feature vectors
for transfer learning (i.e., we do not perform any adaptation of the
DCNN to the target domain). We conduct an average pooling of
the resulting feature maps, rescaling them to a size between 8 × 8
and 1 × 1 pixels. The resulting features are used either in a simple
discriminative learner (to recognize the object in the picture) or in
nearest neighbor matching (to estimate the most similar training
views and thus infer camera perspective).
In the first setting – the discriminative learner – we define an
output layer y containing one node for each 3D model in our index
(which is supposed to be activated when the 3D model is visible in
the scene). Given a (pooled and flattened) neural feature vector x∗ ,
the output layer is defined as:


y = softmax W · x∗ + b
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training
retrieval

top 1 error (8x8)

14

classification error (percent)

top 1 error (1x1)
12

top 3 error (8x8)
top 3 error (1x1)

10

7.30
1.45
0.90

photos

Top-1-Error
Top-3-Error
Top-5-Error

39.02
18.29
7.32

45.12
28.05
19.51

Table 1: Recognition error (%) when generalizing between
different levels of graphics and photos.
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Figure 4: Recognition error plotted against the Inception-v3
Layer we pull neural features from (both pooled to 8 × 8 and
1 × 1).

be cropped via a simple user action. Correspondingly, we crop our
training and test images to the object’s bounding box.

4.1
(with weight matrix W and bias vector b). The system is trained by
minimizing cross-entropy with the Adam optimizer [13].
Our second setting – the perspective estimator – uses a nearest neighbor matching on the neural feature vectors using the annoy
library5 . We find the k views with Inception-v3 features closest to
the query view (using either the Euclidean or angular distance), aggregate the corresponding camera positions (x i ,yi ,zi ), i = 1, . . . ,k
by a simple averaging, and assume the target view to be filmed
from camera position (x,y,z). Note that – since in our use case
views are cropped to the target object – the distance between camera and object can be neglected. We further assume the camera to
point towards the center of the object coordinate system, and the
camera’s roll angle to be zero (just like for our rendered training
data in Section 3.1). Thus, we only determine polar and azimuth
angle of the camera instead of its complete 6 DOF pose [3] or even
a human pose [10].

EXPERIMENTS

We conducted experiments with respect to three tasks related to
image-graphics search: Recognition (given a photo, which 3D model
is visible in the scene), 3D Model Alignment (given a set of 3D models,
where is the coherent “front” direction), and Camera Perspective
(given a photo, from which direction has the 3D model been filmed).
Our dataset is a subset of Aubry et al’s [1] set of chairs collected
from sketchup’s 3D Warehouse6 . We found lots of links to be unavailable and the majority of the retrieved models to be broken
(i.e., parts were missing, normals flipped, scales incorrect or textures missing). We filtered those, and used the remaining dataset
of 200 models of chairs7 . As our experiments relate to a practical
image-graphics search scenario (where the user takes a picture of
the target object he is interested in), we assume the target object to
be visually dominant in the scene. Otherwise its bounding box can
5 https://github.com/spotify/annoy
6 3dwarehouse.sketchup.com
7 Our
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reference models can be found here: http://www.cs.hs-rm.de/~ulges/pubs/chair_
urls.txt

Recognition

It has been shown that the transferability of neural features varies
over layers due to issues of abstraction and overspecialization [27].
Therefore, we investigate in a first experiment which Inception-v3
layers offer the most suitable features for the recognition of our
graphics models. We train our softmax learner (Section 3.2) for
4000 training steps at a learning rate of 0.01 and batch size of 100.
For each of our 200 target models, 200 training views and 10 test
views were sampled (using Monte Carlo camera placement, floor
background, and high-quality rendering). All views were cropped to
the minimum quadratic region containing the target object. Results
are illustrated in Figure 4, which shows that upper layers tend to
offer better accuracy. The overadaptation to the ImageNet training
problem [27] kicks in quite late (between Layers 9 and 10). Also, for
recognition an aggressive pooling of feature maps to 1 × 1 yields
better accuracy than 8 × 8 feature maps.
In a second experiment, we evaluate the generalization of DCNN
features between different image sources (low-quality vs. highquality graphics vs. photo stock). We tested only 1 × 1 features
from Layer 9, and trained our softmax model both on low-quality
graphics and high-quality views (with the same settings as above).
Testing was done on the 2000 high-quality views from the first experiment ("(high-quality) graphics") and on 80 pictures we retrieved
manually from the internet ("photos") showing chairs similar to
some of our models, some cluttered, some with white background.
The results in Table 1 show that error rates are lower for highquality training material, but in general inception features from
low-quality views generalize both to high-quality graphics and to
photos. Even though error rates on photos are higher in general,
we found the system to yield reasonable matches in most cases –
note that the photos we found online do not match the annotated
reference model exactly, but we allowed a certain deviation in color
and shape (which led to a considerable margin for subjectivity in
our ground truth). Sample results can be found in Figure 5 (left). Due
to copyright issues with the 80 web-crawled test photos, we display
representative results for three self-captured test photos. For the
first two, the highest-scored model (bottom) can be considered the
closest match amongst our reference models, for the last one not.

Cross-modal Image-Graphics Retrieval
by Neural Transfer Learning

Layer
3
4
5
6
7
8

200
1.97
2.06
2.23
2.41
3.66
2.62
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# reference views
100
50
3.29 ± 1.08
3.27 ± 0.65
3.17 ± 0.56
3.06 ± 0.78
4.11 ± 0.91
3.78 ± 0.48

3.90 ± 0.73
4.08 ± 1.04
3.29 ± 0.88
3.26 ± 1.01
4.78 ± 0.38
4.05 ± 0.95

25
5.00 ± 1.05
4.65 ± 0.80
4.64 ± 0.55
4.87 ± 0.95
6.06 ± 0.55
5.61 ± 0.45

Table 2: Angle error of model alignment (in degrees) for
Inception-v3 Layers 3 − 8 and when varying the number of
reference views. For less than 200 reference views, results
were averaged over 5 runs.

4.2

3D Model Alignment

Our second task is targeted at aligning 3D models with each other:
Given a set of 3D models of a common category (all facing the
same "front" direction), can we calculate the necessary rotation
to align a new model with the existing ones? To begin with, we
manually estimated the ground truth orientation for our 200 chair
models and represented each model by a set of training views (using
high-quality rendering, empty background, and fixed height camera
position), i.e. the model was orbited in 2 degree steps, with the polar
angle fixed at 90 degrees. This resulted in 180 views per model
(36,000 views in total). We automatically cropped and rescaled the
(potentially non-quadratic) object’s bounding box. Each view was
represented by neural features pooled to 8 × 8 (again, we tested all
10 Inception-v3 layers). We then created an index containing all
views from n ∈ {25, 50, 100, 200} random models.
To test model alignment, each of our 200 models were used once
as a query q (q’s views were removed from the index temporarily).
We conducted a nearest neighbor search for every fourth of q’s
q
views (i.e., 45 query views in 8 degree steps). For each view vi we
q
estimated the nearest neighbor n(vi ) and calculated the azimuth
q
q
q
difference φ i between vi and n(vi ). We estimate the rotation φ ∗ (q)
to align q with the models in the index by a simple voting (using
the mode Mo()):
q

q

φ ∗ (q) := Mo(φ 1 , ...,φ 45 )
Finally, we compute the mean angle error between our estimate φ ∗
and the ground truth rotation. Table 2 reports this error averaged
over 5 runs with different random models in the index. We omit
Layers 1 − 2 and 9 − 10, which gave slightly worse results than
Layers 3−8, likely due to lack of abstraction or overspecialization. It
can be seen that our average angle error is low, and that this behavior is quite stable over the inner Inception-v3 layers. Remarkably,
alignment remains quite accurate even when reducing the number
of models in our index: Even with only 25 reference models, the
average angle error is only around 5 degrees. Overall, signals from
intermediate layers of Inception-v3 allow us to reliably co-align 3d
models (see Figure 5 for examples).

4.3

Camera Perspective Estimation

The last question we tackle is the estimation of camera perspective:
Given a photo of an object and a set of 3D models of an object

category (here, chairs), can we estimate from which perspective
the target object is visible in the photo? Again, we exploit transfer
learning with the Inception-v3 network. We conduct two types of
experiments, one generalizing only between rendered views (referred to as “graphics–graphics” in the following), one generalizing
from graphics to photos (referred to as “graphics-photo”). In some
tests we included the query object in the training set (“same object“), in others we removed it (“cross-object“). Note that the latter
case is particularly challenging, as we try to estimate the camera
perspective for an unknown object from a known category.
In all experiments, we use training data of our 200 chair models
generated by a uniform subdivision sampling of the upper hemisphere, obtaining 209 training views per object rendered with white
background and low-quality, cropped to the object’s bounding box
as in the last experiment (see Figure 8, bottom for examples). Each
such training view comes with a 3D camera position, whereas we
limit the camera to point towards the object’s center.
For test views, we estimate the camera position using k-NN
matching with neural features (see Section 3.2). As an accuracy
measure, we use the angle between the true camera position x and
the estimated one x ′ :
!
x⊤ · x ′
E (x, x ′ ) := arccos
||x|| · ||x ′ ||
(with 0 degrees being optimal). We report this error averaged over
all test views, and also the percentage of “inliers”, i.e. test views for
which E(x, x ′ ) is less than 15 degrees.
graphics–graphics (same object): In our first experiment, test
views were generated by the same subdivision sampling as the
training views. By using different levels of subdivisions for training
and testing, we obtain test views that deviate a bit in number (192)
in perspective (by about 7 degrees) from the closest training views.
We render test views with background using the “Flickr Skybox”
approach (see Section 3). Out of the resulting 192 test views per
object, we pick 20 random ones (resulting in 4000 test views in
total). k-NN search runs with the angular distance metric using the
annoy library8 (setting the number of search trees to 100).
Figure 6 (left) illustrates the average angle error E when using
features from different Inception-v3 layers, and when scaling the
feature maps to different resolutions (using average pooling). We
observe that a high spatial resolution is beneficial, with 8 × 8 feature
maps providing the best overall results. More interestingly, the
layer from which we pull CNN-features is crucial: While early
layers do not provide a sufficient layer of abstraction, the last layers
tend to overfit to the problem the object category recognition has
been trained on. We made similar findings in Sections 4.1 and 4.2,
and confirm them here for camera perspective estimation. Again,
overspezialization kicks in quite late (in Layers 9 − 10), given that
the network has been trained on very different data and for a very
different task.
We also tested different values for the number of nearest neighbors k. It can be observed that by combining k = 2 matching views,
accuracy can be improved even over the angle to the single best
matching training view, which is about 7 degrees (control run,
dashed line in Figure 6 left+center). This can be explained by symmetry effects: Imagine the two nearest neighbors found on opposite
8 https://github.com/spotify/annoy
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Figure 5: Left (Recognition): self-captured test photos (top) vs highest-scored 3D models (bottom), using 1 × 1 features from
Layer 9. Right (3D Alignment): test views (top) vs matched training views of other chairs (bottom), using 8 × 8 features from
Layer 6.
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Figure 6: Left: The accuracy of camera perspective estimation (angular distance) is best when pulling features from intermediate Inception-v3 layers. Less aggressive pooling generally improves results. Center: Camera perspective estimation for
known objects and when generalizing between objects. Right: Activations in the Inception layers differ between cluttered and
white-background views.
sites of the ground truth perspective, which are combined (averaged) to a result closer to the query view than any single training
view. We found results to be stable for k = 2, . . . , 5 and decline
when increasing k further.
graphics–graphics (cross-object): We repeat the same experiment as above (using k = 2). Only, when querying with a target
view, we remove any views of the same object from the training
data, enforcing generalization to new objects. Results are illustrated
in Figure 6 (center), comparing the “same object” and “cross-object”
settings both with Euclidean and angular distance. We observe
that Inception-v3 features allow a remarkable robustness: In the
cross-object experiment, there is generalization from plain white
to textured background, from low-quality to high-quality graphics, and to novel objects. The best average angle error achieved is
around 16◦ (green dashed line). In this case, for 86% of queries, the
angle error was below 15◦ . Note, however, that the combination of
Inception layer and distance measure is crucial for this robustness.
For the Euclidean distance, upper layers give low accuracy and
generalization to new objects remains poor.

To investigate the difference between the angular and Euclidean
metric, we fed the network 1165 pairs of images, one with white
background, the other with random floor background (camera perspective and target object were identical) and plotted how the
Euclidean norm of neural activations in the Inception-v3 layers
differs between both cases (Figure 6). The horizontal line (100%)
stands for equal activation with/without clutter. We see that for
Layers 5 − 8, there is indeed a strong discrepancy between cluttered
and white-background scenes, with the white-background scenes
yielding up to 10% stronger activations. Correspondingly, the discrepancy between the Euclidean distance and the angular distance
(which normalizes out this activation gap) is strongest in Layers
5 − 8. Here, the Euclidean distance fails, while the angular distance
benefits from the stronger abstraction capacities of upper layers
and even manages to generalize to novel objects.
graphics–photo: Finally, we also tested camera perspective estimation on camera-captured photos. Therefor, we acquired pictures
of chairs with ground truth camera perspectives in collaboration
with a furniture store, where we collected 263 views of 41 chairs.

Cross-modal Image-Graphics Retrieval
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Figure 7: Quantitative results on photos of chairs (average angle error left, percentage of inliers right).

Figure 8: Sample results on photos of chairs (query photos at the top, best-matching training view at the bottom), using 8 × 8pooled tensors from Inception-v3 Layer 8. The results illustrate the strong invariance properties of the CNN’s inner signals,
generalizing from graphics to cluttered views, and between different object colors and designs. The second-to-last result shows
a typical inaccuracy due to different object shapes, the last result a failure (due to occlusion and object color). Queries 1 and 2
were in the "simple" subset.
None of these chairs was identical to any of our 200 reference 3D
models. However, we labeled 61 views as similar to at least one
of our reference chairs. We also did a more general annotation of
photos into 110 ’challenging’ ones (where the object differed significantly in both shape and color from any known training model, or
was partially occluded) and 153 ’simple’ ones (unoccluded object,
and at least some similarity in shape and/or color to a reference
model). Examples can be found in Figure 8, where the two leftmost
pictures are "simple" cases and the other four "challenging".
To obtain ground truth camera perspectives, each photo was
taken twice, once with a checkerboard marker placed on the seat
(see the rightmost example in Figure 8). We assume the center of
the checkerboard to be a sufficiently accurate estimate of the chair’s
bounding boxes’ center (which is also the center of the 3D models’
coordinate system). In a second picture the marker was removed
and the actual test picture was taken from the same perspective.
Note that most test pictures were taken from the target chair’s front

side so the marker was fully visible. The intrinsic parameters of the
camera where determined using the GML C++ Camera Calibration
Toolkit9 . The position and orientation of the calibrated camera
with respect to the checkerboard, i.e relative to the seat’s center,
were determined by solving the perspective-n-point problem [8, 9]
using OpenCV functionality. Finally all test pictures were cropped
manually.
Quantitative results (k-NN matching with the angular distance,
k = 2 and 100 search trees) are illustrated in Figure 7. Results
are in line with the "cross-object" experiment shown in Figure 6
(center+right): The best results are achieved for upper layers of
the Inception-v3 network, with Layers 7 and 8 providing the best
accuracy. Over the simple (all) cases, an average angle error of
< 10◦ (< 14◦ ) is achieved, with inlier rates (< 15◦ ) of 88% (75%). We
see that generalization from graphics to photographs and to novel
objects is possible. This is confirmed by some representative sample
9 http://graphics.cs.msu.ru/en/node/909
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results illustrated in Figure 8: There is a strong generalization to
novel shapes (Examples 3 and 4) and color (Example 2). Except slight
inaccuracies, pose estimates are widely correct. In the last example,
camera perspective estimation fails (there is partial occlusion by
the marker and the object differs in color and shape). Note, however,
that even in the last example, the lower part of the chair is matched
correctly.
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CONCLUSIONS

In this work, we have shown that off-the-shelf signals pulled from
a state-of-the-art Deep Convolutional Neural Network can be used
for various tasks related to view-based image-graphics retrieval, including not only recognition but also model alignment and camera
perspective estimation. Using simple linear and nearest neighbor
models, strong robustness was achieved with respect to clutter and
variations of shape/design on a dataset of 200 chair models. We observed that intermediate layers offer the best transfer, that pooling
matters (strong pooling for recognition, weak pooling for perspective estimation), and that an angular distance is recommended to
achieve robustness to clutter. Our results suggest Inception-v3 signals as a powerful baseline for benchmarking camera perspective
estimation.
As future work, we plan to investigate a fine-tuning of Inceptionv3 itself on rendered views from our target domain. We also want to
replace our nearest neighbor view matching – which suffers from
discretization effects due to the limited number of reference views
– with a layered regression model on top of Inception-v3 features.
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