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Abstract: Integrating digital tabletop systems in private living environments is a
promising approach to enhance people’s everyday life with information technology.
Apart from using the surface of such a tabletop, research on the detection of interaction above and around the surface is increasing rapidly. So far, detection is limited
either to very specific gestures above the surface or to rather abstract detection of
users in a larger scenario. The detection of body parts in tabletop setups has rarely
been investigated, although the knowledge about the whereabouts of body parts would
be helpful to establish relationships between users and interactions. In this paper, we
propose a system that is capable to detect body parts above and around such a tabletop
setup using a depth camera. We further take up an existing approach to present how
the detection in this setup could work. Additionally, we propose a new approach to
obtain training data for the detection using a color suit.

1

Introduction

Ubiquitous Computing (Ubicomp) [Wei91] promises to enrich people’s everyday environments, such as private living spaces, with technology, in a way that people are surrounded
by information technology anywhere in their home. In such private IT-spheres the human
factor has to be considered from two points of view. First, information about people, such
as their whereabouts, physical and emotional condition or current activities can be gathered with a diversity of sensors. On the one hand, this information can be exploited to
configure and organize the IT-sphere and on the other hand increases the importance of
handling this sensitive data securely. Secondly, people may intend to access the system
and intervene in automatic configurations processes. In private living environments, people cannot be expected to be expert users regarding these intended interactions requiring
an intuitive user interface. As a further requirement, user interfaces should be integrated

in the environment as naturally as possible to keep a homelike atmosphere.
In [Dou01] the concept of embodied interactions is introduced, meaning seamlessly integrated technology in peoples everyday life. Regarding horizontal surfaces of our everyday
life, such as dining and coffee tables or cooking fields, a possible consequence to apply the
Ubicomp concept is to replace these conventional surfaces by interactive surfaces. In this
way, surfaces can be used both as traditional furniture or home appliances and as a means
to interact with digital content.
Especially the field of interactive tabletops is topic of a lively research community and is
growing further. Much effort has been put into researching all kinds of gestures or combinations of input methods on the surface to realize natural interactive systems [Saf09].
However, the main means of interaction are still touch and tangible objects. The space
above and around the surface has also gained attention of researchers. They mostly experiment with free gestures of hands to be used as a separate means of interaction [LAM07,
KGS07]. While several approaches have been developed, interaction techniques above
and around the surface are very specific and mostly considered as isolated gestures rather
than integrated in a larger scenario.
The concept of proxemic interaction [BMG10] ties in with Ubicomp environments by considering the information about relationships of people and devices, such as distance, orientation, movements and identity, to regulate implicit and explicit interaction techniques.
In contrast to the above mentioned isolated gestures, proxemic interaction takes place at a
higher abstraction level in a larger area, e.g. a living room. Yet, the concept only considers orientation and location of the whole body. However, when it comes to interaction in
tabletop setups, a more detailed knowledge of body parts is necessary to allow for interaction techniques in a continuous interaction space [MJGJ11]. Additionally, the knowledge
of the whereabouts of body parts becomes particularly helpful in multi-user scenarios to
assign interactions to specific hands and users [DL01].
In this paper, we claim that an unobtrusive top-view system to detect body parts in a
tabletop setup is helpful in an Ubicomp environment. One contribution of this approach
is that intended human computer interaction is enhanced with a natural user interface.
Further, self organizing and security systems can be supplied with dedicated information
about users whereabouts. We propose an approach how the tabletop system could be
achieved by employing a depth camera. We discuss the present constraints of the system
and we further take up previous work which introduced a full body human pose recognition
without using any kinematic or temporal dependencies [SFC+ 11]. A further contribution
of this paper is a new approach to retain training data using a color suit.
In the remaining, we first review related work. Secondly, we describe a setup and the
precision that is to be expected to detect above and around the surface interaction. Based
on this we present an approach to detect interaction in this setup and propose a novel way
to obtain training data. Finally, we give a conclusion and propose future work.

2

Related Work

The field of interactive surfaces is topic to a lot of research groups. In particular, the
detection of interaction around the surface has gained attention recently. Usually, the
approaches either investigate the space above horizontal surfaces, the space in front of
vertical surfaces or a combination of both. Our approach also relates to previous work, that
proposes systems to estimate the human pose and detect body parts from depth data. In
the following, we first review previous work that focuses on extending interactive surfaces
with depth. Secondly, we give an overview of approaches to detect body parts.

2.1

Extending Interactive Surfaces with Depth

In [HIW+ 09], Hilliges et al. present two different rear projection-vision tabletop setups
to detect interaction above the surface. In one setup the height of hands above the surface
is approximated by their brightness in the image using a standard camera. In the second
setup a depth sensing camera is employed from behind a holographic screen to detect the
exact height of hands above the surface. However, only specific interaction, e.g. a pinch
gesture above the surface is proposed. Detecting human body parts is not subject of their
work.
In [Ben09], Benko et al. introduce DepthTouch, where a vertical screen is combined with
a depth camera to allow for interaction in front of the screen. The interaction space is
limited to a defined area where hand blobs are detected as the closest segments to the
camera. Therefore, the approach is not applicable in a top view setup. Furthermore, only
one user can interact at a time which suspends multi-user scenarios.
Wilson et al. present LightSpace [WB10], a combination of a horizontal and vertical digital
surface, multiple projectors and depth cameras. In their setup, they allow for carrying
virtual object on the user’s hand. However, they do not distinguish between body parts but
treat any part of the mesh representing the detected surface of the user equally.
In [TMR10], Takeoka et al. present Z-touch which uses multi-layered infrared laser planes
to detect interaction close to a tabletop surface. The system does not scale for larger interaction volumes above the surface and is unable to assign interaction to actual body parts.
Annett et al. propose Medusa [AGWF11], also an extensive hardware setup composed of a
digital tabletop and three rings of infrared-based proximity sensors, to detect the presence
of users close to the tabletop using these sensors. Employing this technology, they can
assign touches on the surface to hands of users. The authors point out, that their system is
error-prone in situations when multiple users cross paths. Furthermore, accurate positions
of hands above the surface or distinct body postures can not be determined.

2.2

Detecting Body Parts from Depth Data

There exists a vast body of literature on vision based approaches to realize markerless
human motion detection, reviewed in [Pop07]. Since our approach is based on acquired
depth data, we will give a short overview of work that focuses on the detection of body
parts that involves depth data.
Several approaches employ a fusion of RGB and depth data and a human body model to
detect and track a user’s body parts. Knoop et al. use an iterative closest point (ICP) algorithm to fit the body model into the data in [KVD09]. Apart from kinematic constraints, no
other assumptions are made. However, the authors point out, that the approach only works
reliably, if the whole body is visible. Further, a higher tracking accuracy comes at the cost
of a growing number of ICP steps, which increases the algorithms running time. Jain et
al. propose a haar cascade based detection of head and torso followed by a locally fitting
of limbs in [JSDM11]. The approach uses a frontal face detection classifier to estimate the
head’s position and then infer the upper body pose.
With the launch of the Kinect1 , the OpenNI SDK2 has become available to realize a full
body tracking in real-time by fitting a human skeleton into depth data. However, the system
only works, if the whole user’s body is visible and standing upright.
In [PGKT10], Plagemann et al. propose an approach to detect human body parts in depth
data by identifying geodesic extrema on the surface mesh. These extrema are classified as
head, hands and feet using a classifier trained on depth images patches. To overcome selfocclusion problems occurring in this approach, Schwarz et al. [SMMN11] employ optical
flow to disconnect points that lie on different body parts. To correctly assign body parts,
both approaches assume that the user is facing the camera to achieve a frontal view.
All previous approaches have in common that they all propose front view setups which
assume certain situations. Among others, assumptions are that the full body is visible,
that the head is above other body parts, that arms are reaching towards the camera or that
the face is visible in the camera image. None of these assumptions can be made in a top
view scenario. As a consequence, the so far reviewed approaches are not applicable in our
setup.
Shotton et al. [SFC+ 11] present an approach to detect body parts from depth data without
using any temporal or kinematic dependencies. Although they propose a front view setup
where the whole body is visible, they do not make any assumptions that limits their approach to such setups. We therefore take their work up and propose to employ it in a top
view setup to detect body parts.
1 http://www.xbox.com/kinect
2 http://www.openni.org
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Figure 1: Overview of our setup.

3

System

In this section we propose a system to detect user input above and around a digital tabletop.
We first present the setup before we describe the precision that is to be expected.

3.1

Setup

There exist various tracking solutions using markers that are attached to the user’s body.
Although these approaches achieve a very high tracking accuracy, these systems come at a
cost. Firstly, the hardware tends to be expensive and often needs the installation of multiple
cameras. Secondly, the severest drawback is that users must wear markers whenever they
intend to interact with the system. That is not desirable in a private living environment and
we therefore choose a highly preferable markerless vision based solution.
Since interaction takes place in 3D space, 3D information of the scene has to be extracted
first. Although a setup with multiple cameras would avoid occlusion situations, the system
would need an extensive hardware installation. A passive stereo-vision system could be
used to obtain a depth image of the scene. However, these systems lack in reliability
because corresponding points need to be found in every frame which can be difficult,
e.g., in homogeneous regions. We therefore employ a single active depth camera that

uses infrared light to measure depth since this technology can achieve robust results at
interactive frame rates.
In a setup where only a single depth camera is present, the position and orientation of the
camera has to be chosen carefully. In a tabletop setup, interaction is likely to be performed
from all sides of the table. Installing the depth camera to obtain a side-view of the scene
would limit the system to only be usable from three sides. Furthermore, occlusions in
multiple user scenarios might occur. Placing the camera inside the table would solve
occlusion issues, but is not applicable with many tabletop system since rear projecting
screens reflect infrared light. Therefore, we install the depth camera above the table to
achieve a top view of the scene.
A suitable active depth camera we could use in our setup is a Time-of-Flight (ToF) camera. ToF cameras are robust sensors to obtain depth images of the scene at interactive
frame rates by measuring the time that the emitted infrared light needs to return to the sensor [KBKL09]. However, ToF cameras are still expensive and provide a rather low image
resolution. Furthermore, ToF cameras cannot be used with infrared illuminated tabletop
systems since the camera’s infrared light interferes with the tabletop systems and makes
touch and tangible object recognition impossible by outshining the table’s infrared light in
the camera image.
Microsoft’s Kinect determines the depth from a disparity map which is obtained by an
infrared light pattern that is projected onto the scene. It captures a high resolution image
at 30 frames per second. The pattern only causes minor artifacts in the camera image of
an infrared illuminated table which can easily be removed with standard filtering techniques. Further, the Kinect is not troubled by the table’s illumination during the detection
of interaction above and around the surface.
Based on the observations from above, our proposed system concludes in a top-view setup
with the Kinect as shown in Figure 1. We investigate the scenario of a living room, where
the coffee table is equipped with a digital surface with a height of approximately 55 cm.
With a ceiling height of 2.50 m, the camera is installed 1.88 m above the surface and captures the whole surface of the table and an additional zone of around 30 cm around the
surface. This setup allows for detecting interaction that takes place above and closely
around the tabletop system.

3.2

Constraints

To retrieve depth data, we use the Open Source library libfreenect provided by the OpenKinect project3 . We obtain an depth image with 11 bit depth where 1 bit marks error pixels,
thus 10 bit encode the actual depth. The project also provides an approximation for converting the raw disparity values r into the metric system. The approximation is given by
d = 1/(−0.00307 · r + 3.33) where d is the depth value in meters and r = 0 . . . 1023. This
results in a visible range between 0.3 and 5.30 meters with a depth resolution that ranges
from 3 mm to 844 mm respectively. Since the depth camera is installed 1.88 meters above
3 http://openkinect.org

Distance
points/cm2

10 cm
11.1

20 cm
12.7

30 cm
14.5

40 cm
16.3

Table 1: Average number of points per cm2 .

the digital surface we can rely on a depth resolution of at least 11 mm in our setup.
To evaluate the depth precision with respect to our tabletop setup we captured a planar
cardboard at four different distances d to the surface. Table 1 shows the xy-resolution of
the raw data as the average number of points per cm2 for the four distances. The data is
averaged over 100 frames. In the closest distance to the table we obtain approximately
11 points per cm2 which restricts the minimum size of an object that can be captured
theoretically to 3.3 mm × 3.3 mm.
These technical limitations have to be taken into account when designing the body detection system. For instance, fingers will probably not robustly be detectable with our system
since noise due lighting conditions and fast movements is to be expected.

4

Detection of Body Parts

In this section we propose a system to detect body parts in the previously described tabletop setup. Since we build on previous work, we will first give a short summary of that
approach before we introduce a novel way to obtain training data using a special garment
that is specifically colored.

4.1

System Overview

In [SFC+ 11], Shotton et al. introduce an approach to quickly and accurately predict 3D
positions of body parts and joints from depth data. They use neither temporal nor kinematic constraints and process each pixel independently, making the algorithm suitable for
parallel implementation. Most importantly, no assumptions about the user’s pose are made
and it thus allows for 360◦ rotation of users and is able to detect multiple users at a time.
We therefore adapt their approach for our top view tabletop setup.
Their system is composed of a training phase and a live detection of body parts. The first
training step is to acquire depth data which contains body part labels. Based on this, depth
image features are computed for each pixel independently. Theses features are combined
in randomized decision trees where each leaf node represents a distribution over body part
labels. In the detection phase, the foreground is segmented in the depth data first, before
each foreground pixel is classified as a body part. Figure 2 shows an overview of the
algorithm. For a more detailed explanation of the algorithm we refer to [SFC+ 11].
In their paper, Shotton et al. propose a full body detection, and therefore use 31 body parts
that cover the whole body. In order to adapt the algorithm technique for our setup, we need

Figure 2: System overview of the algorithm presented in [SFC+ 11].

to define body parts that are feasible in a top view detection scenario. First, our setup sets
constraints which we have discussed in section 3.2. Therefore, we do not aim to detect
fingers but combine them with the palms. Further, we aim to detect the upper body from
a top view where users bow over the surface to interact. This limits the visibility of the
upper body and make it difficult to distinguish between areas of the user’s back. We thus
unite them to one body part. As a result, we propose to distinguish between 13 body parts
as shown in Figure 3. These parts are composed of hands, lower and upper arms, torso and
head and of important joints such as elbows, shoulders and neck.

4.2

Obtaining Training Data

In the above briefly reviewed approach [SFC+ 11] several training data is used and compared: Motion capture data, hand-labeled depth data and synthetically generated data. The
authors found the synthetic test sets harder to classify since a higher variation in poses and
body shapes is present. All of these data acquisition methods involve drawbacks. Firstly,
motion capture systems are expensive and need a separate hardware setup. Furthermore,
they do not cover the whole user’s body but only capture those positions where markers
are attached to the body. The remaining body parts need to be interpolated in some way
which may differ from the real body parts. Hand-labeling depth data is clearly a cumbersome process especially when a high number of frames is necessary for reliable detection
results. Finally, generating synthetic data is a quick and cheap alternative, yet it cannot
cover the natural interaction space of users. On the contrary, it generates an overcomplete
set of the space that users usually covers in a specific scenario, e.g. when sitting at a table,
causing inefficiencies.
We therefore present a novel way to obtain training data using both RGB and depth data
employing a color suit. Our approach is inspired by the work of Wang et al. [WP09] who
use a color glove to recognize hand poses. The color glove is formed by twenty patches
which are colored with ten different colors. While they obtain a database of hand-poses
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Figure 3: Schematic overview of the body parts to be detected.

with a dataglove they index these hand-poses with rasterized images of the glove in the
respective poses. Users also have to wear the glove during the real-time tracking of hands.
We propose to use a color suit for the upper body where every body part is color coded
with a unique color as shown in Figure 4. The suit is composed of a long sleeve shirt to
cover upper body and arms, two gloves for hands and wrists and a balaclava for head and
neck. Since the Kinect can obtain both RGB and depth data we are able to assign every
depth value to a respective body part. To achieve this, we assume that the scenario is welllit and that the background and other parts of the user, e.g. the legs, have low chrominance
values. In this way, we achieve a cheap and easy to use motion capture system that is able
to seamlessly determine body parts. The suit is only necessary in the training phase which
allows users to wear their usual clothing to be detected while interacting with the tabletop
system. Since we will use the same depth image features as described in [SFC+ 11], we
assume, that the training process will have to be repeated if the observed setup is changed,
e.g. the table is relocated or replaced. Regarding users, we claim that one training phase
with users that sufficiently vary in weights and heights is also suitable for detecting body
parts of any user that did not participate in the training process. A further benefit of our
approach is that we use only one hardware setup. Thus, only a single setup has to be
installed and both training and detection are based on the same depth data with respect to
resolution and noise characteristics.
We had to choose the colors for the upper body suit from a set of available colors. We
therefore determined a subset of 13 colors such that their intrinsic colors are equally distributed in the HSV color model. We carried out first tests to evaluate if the colors can be

Figure 4: Front and back view of the color suit.

distinguished reliably with the Kinect which encourage us to proceed with our work.

5

Conclusion and Future Work

In this paper we outlined a system that detects body parts in an interactive tabletop environment that would enrich private IT-spheres. In this context we have described a setup
that is applicable to detect interaction from a top-view employing a depth camera.
We further have presented a novel approach to obtain training data for an existing body part
detection using a color suit. First it seems to be reasonable that training the system works
better with real data than with synthetic data because the natural motion space of users is
covered. In addition to that, one can expect that using the same system to acquire train
data and detect body parts increases the robustness of the system. Finally, only a single
system has to be employed in the whole process, in contrast to training setups where a
motion capture system is needed.
As future work, we have to evaluate the reliability of the proposed body part training approach using a color suit. Moreover, the data quality has to be compared with synthetic
and motion captured training data. Additionally, the existing detection approach presented
in [SFC+ 11] has to be evaluated in a top-view setup with respect to reliability and precision.
Finally, our approach implicates future work in other areas since large amounts of detailed
data about users in their private living environment is produced. Firstly, this raises questions on how to deal with this sensitive data from a security point of view. In turn, the field
of security can also benefit from the determined information to solve security issues, e.g.
authorization processes. Secondly, self-organising systems can exploit the knowledge of
the whereabouts of body parts in a Ubicomp environment.
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Robert Y. Wang and Jovan Popović. Real-time hand-tracking with a color glove. In
ACM SIGGRAPH 2009 papers, SIGGRAPH ’09, pages 63:1–63:8, New York, NY,
USA, 2009. ACM.

